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Abstract

Phylogenetic trees play a major role in representing the evolutionary relationships among
groups of organisms. Their accurate reconstruction very often involves solving hard optimiza-
tion problems, particularly the maximum parsimony (MP) and maximum likelihood (ML)
problems. Various heuristics have been devised for solving these two problems; yet, they
obtain good results within reasonable time limits only on small datasets. This has been a
major limitation for large scale phylogeny reconstruction, and particularly efforts for assem-
bling the Tree of Life—the evolutionary relationship of all organisms on earth. Roshan et al.
have recently introduced Rec- | - DCMB, an efficient and accurate meta-method for solving
the MP problem on large datasets of up to 14,000 taxa. Nonetheless, a drastic improvement in
Rec- | - DCMB’s performance is still needed in order to achieve similar (or better) accuracy on
datasets at the scale of the Tree of Life. In this paper we address this issue in two ways. We in-
vestigate, through experiments on biological datasets, the optimal choice of parameters whose
values affect the performance of Rec- | - DCMB. Further, we improve the performance of
Rec- | - DCMB via parallelization. Experimental results demonstrate that our parallel method,
PRec- | - DCMB, achieves significant improvements, both in speed and accuracy, over its se-
quential counterpart.

1 Intr oduction

Phylogeniesplay amajorrole in representinghe evolutionaryrelationshipsamonggroupsof taxa.
Their penasivenesdasled biologists,mathematiciansandcomputerscientist€o developawide
arrayof methoddor theirreconstructionOneof the outstandingproblemdsacingbiology todayis
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thereconstructiorof the Treeof Life—the evolutionaryhistory of all organismson earth. Funda-
mentalto this reconstructions the ability to producewithin reasonabléime constraintsaccurate
phylogeniedor largedataset$tensto hundred®of thousandef taxa),sincethe Treeof Life itselfis
estimatedo containtensto hundredf millions of taxa. The mostcommonlyusedapproacheto
phylogery reconstructiorareheuristicsfor two hardoptimizationproblemsmaximumparsimory
(MP) andmaximumlikelihood(ML). However, despitedecade®f researctandalgorithmdevel-
opment,acceptablyaccurateanalyseghatrun within afew daysof computatioron oneprocessor
arenot currently possiblemuchbeyond a few thousandaxafor MP anda few hundredtaxafor
ML—mnor is it clearthatincreasinghecomputingpowerwill enabletheanalysisof largerdatasets,
astheaccuray of the heuristicssteadilydecreasewith increasingsize of datasetsPolynomial-
time algorithmsdo exist (NeighborJoining[18] andUPGMA [11] arethe bestknown examples),
but mary experimentaktudieshave shavn thatsuchtreesarenotasaccurateasthoseproducedy
MP or ML analysesAs aresultof theimprovedaccurag of MP approachesver polynomial-time
methodsandof thesigni®cantlylower costof MP analysesscomparedo ML analyseswhichare
sometimesnoreaccuratethe majority of publishedphylogeniesto datehave beenderived using
MP-basedeuristic§19].

Whereas90-95%accurayg is often consideredexcellentin heuristicsfor hard optimization
problems heuristicsusedin phylogeneticreconstructiormustbe muchmoreaccurate:Williams
andMoret foundthatsolutionsto MP thathadan errorratelargerthan0:01% (i.e., whoselength
exceededheoptimallengthby morethan0:01%9 producedopologicallypoorestimate®f thetrue
tree[22]. Thus,heuristicsfor MP needat least99.99%accurag (andprobablysigni®cantlymore
on very large datasets)n orderto producetopologically accuraterees. Obtainingthis level of
accurag while runningwithin areasonabléme presents stiff challengeo algorithmdevelopers.

In [17], Rosharetal. presentec new techniquethatmakesit possibleto reachthatlevel of
accurag on datasetf large size—indeedpf sizesat leastone order of magnitudelarger than
could be analyzedbefore. Their technique,called Recusive-lteative DCM3 (Rec- | - DCVB),
employs adivide-and-conquestrategy thatcombinegecursionanditerationwith a new variantof
the Disk-Covering Method(DCM) to ®nd highly accuratedreesquickly. Rec- | - DCVB usesiter-
ationfor escapindocal optima,thedivide-and-conqueapproaclof the DCMs to reduceproblem
size,andrecursionto enablefurtherlocalizationandreductionin problemsize. A Rec- | - DCVB
searchnot only dramaticallyreduceshe size of the exploredtree space,but also®nds a larger
fraction of MP treeswith better scoresthan other methods. Roshanet al. demonstratedhe
power of Rec- | - DCMB on tenlarge biomolecularsequencelatasetseachcontainingmorethan
1,000sequencesghalf containover 6,000 sequencesind the largestcontainsalmost14,000se-
guences).Their studyshavedthatRec- | - DCM3 corvincingly outperformedI NT [6]—the best
implementedVIP heuristic—ofterby ordersof magnitudeon all datasetandat all timesduring
thetime period(usually24 hours)allottedfor computation.

In orderto be ableto handlelarge datasetsat the scaleof the Tree of Life within reason-
abletime limits andwith high accurag, the performanceof Rec- | - DCM3 hasto be improved
by ordersof magnitude. In this paper we addresshe problemof large scalephylogenetictree
reconstructiorby building onthesucces®f Rec- | - DCM3. We have investicgated throughexper
imentson biological datasetsthe bestchoiceof parametersvhosevaluesaffect the performance



of Rec- | - DCMB. Further we have designedandimplementeda parallelversionof the method,
calledPRec- | - DCM3. We have testedPRec- | - DCVB on the biological datasetsisedin [17].

The resultswe obtainedshav a drasticimprovementin the performanceof the method. For ex-

ample,onthelargestdatasetisedby Rosharetal., Rec- | - DCM3 took about13 hoursto ®nd the
MP treefound by PRec- | - DCMB within lessthanthreehours. Further the parsimory scoresof

treescomputedoy PRec- | - DCMB areconsistenthbetterthanthosecomputedoy Rec- | - DCV3

within the sameamountof time.

2 Maximum Parsimony

Theparsimoly criterionis but are ection of Occamsrazor:thetreewith theminimumnumberof
mutationsalongits branchedestexplainsthedata.In this sectionwe review theformal de®nition
of themaximumparsimory problemandthe latestheuristicsfor solvingit.

Let S be a setof sequencesachof lengthn, over a®xed alphabets. Let T beatreeleaf-
labelledby thesetS andwith internalnodedabelledby sequencesf lengthn over 8. Thelength
(or parsimonyscoee) of T with this labelling is the sum, over all the edges,of the Hamming
distancedetweenthe labelsat the endpointsof the edge. (The Hammingdistancebetweentwo
stringsof equallengthis the numberof positionsin which thetwo stringsdiffer.) Thusthelength
of atreeis alsothe total numberof point mutationsalongthe edgesof the tree. The Maximum
Parsimony(MP) problemseekghetreeT leaf-labelledoy S with the minimumlength.While MP
is NP-hard[5], constructingheoptimallabelingof theinternalnodesof a®xedtreeT canbedone
in polynomialtime [4].

2.1 lIterati ve Impr ovementMethods

Iteratve improvementmethodsare someof the mostpopularheuristicsin phylogery reconstruc-
tion. A fasttechniqueis usedto ®nd aninitial tree,thena local searchmechanismis applied
repeatedlyn orderto ®nd treeswith a betterscore.The mostcommonlyusedocal move is called
Tree-Bisectiorand Reconnectiorf TBR)[9]. In TBR, an edgeis removed from the giventree T
andeachpair of edgegouchingeachendpointmeged,therebycreatingtwo subtreest andT j t;
thetwo subtreearethenreconnectedby subdviding two edgegonein eachsubtreelandadding
anedgebetweerthenenly introducednodes.

The ParsimonyRatdet [13] is an iterative techniquethat combinesTBR with aninteresting
approachto move out of local optima. Whena local optimumhasbeenreachedj.e., whenno
furtherimprovementcanbe madethrougha TBR move, theinput dataaremodi®edby randomly
doublingp% of thesitesto producenew sequencethatarel:p timeslongerthantheoriginal input
sequences(Typically, p is 0.25.) Iteratve improvementwith TBR is thenattemptedon the new
data.Whenthis new searchreaches local optimum,theadditionalsitesareremoved(revertingto
the original sequencdength)anditeratve improvementis resumedrom this nev con®guration.
The parsimoly ratchetis implementedn two software packagesTNT [6] andPAUP* [20]. TNT
providesa fasterimplementationput unlike PAUP* , it is not publicly available; neitherpackage
IS open-source.



2.2 Disk-Covering Methods

Disk-Covering Methods(DCMSs) [7, 8, 12, 16, 21] area family of divide-and-conquemethods
designedo “boost” the performanceof existing phylogeneticreconstructiormethods All DCMs
proceedn four majorphases(i) decomposinghedataset(ii) solvingthesubproblemsjii) merg-
ing the subproblemsand (iv) re®ningtheresultingtree. Variantsof DCMs comefrom different
decompositiormethods—thdast three phasesare unafected. The ®rst DCM [7], also called
DCM1, wasdesignedor usewith distance-baseaiethodsandhasprovabletheoreticauarantees
aboutthe sequencéengthrequiredto reconstructhetruetreewith high probabilityunderMarkov
modelsof evolution [21]. The secondDCM [8], also called DCM2, was designedo speedup
heuristicsearche$or MP trees.

3 Rec-I-DCM3

DCM1 canbe viewed, in roughterms,as attemptingto produceoverlappingclustersof taxato
minimizetheintraclusterdiameter;it produceggoodsubproblemgsmallenoughin size),but the
structureinducedby the decompositions often poor DCM2 computesa ®xed structure(a graph
separatorjo overcomethat dravback, but the resultingsubproblemsendto betoo large. More-
over, bothDCM1 andDCM2 operatesolely from the the matrix of estimatedoairwisedistances,
sothatthey canproduceonly one(up to tiebreaking)decomposition.In contrast DCM3 usesa
dynamicallyupdatedguidetree (in practice,the currentestimateof the phylogery) to directthe
decomposition—sthat DCM3 will producedifferentdecompositiongor differentguide trees.
This featureallows to focusthe searchon the bestpartsof the searchspaceandis at the heartof
theiterative useof the decompositionroughly speakingthe iterationin Rec- | - DCVB consists
of successie re®nement®f theguidetree. Thanksto theguidetree,DCM3 alsoproducesmaller
subproblemghanDCM2: the guidetree providesthe decompositiorstructure but doessoin a
mannerresponsie to the phylogeneticestimationprocess. Finally, DCM3 was designedo be
muchfasterthaneitherDCM1 or DCM2 in producingthe decompositiongmostly by notinsisting
on their optimality), sinceprevious experimentshadshowvn thatdatasetlecompositiorusedmost
of therunningtime with DCM2.

Rosharetal. designeddCM3 in partto avoid producinglarge subsetsasDCM2 is proneto
do[17]. Yet, of coursethe subproblemgroducedrom a very large datasetemaintoo large for
immediatesolutionby abasemethod(aphylogenetidreereconstructiormethodof choice).Hence
they usedDCM3 recursvely, producingsmallerandsmallersubproblemsintil every subproblem
was small enoughto be solved directly. In [17], Roshanet al. shaved that DCM3 produced
subproblemof sizesboundedby abouthalf the initial subproblensize and much smallerthan
thoseproducedby DCM2. (Rec- | - DCMB in thatseriesof testswassetup to recurseuntil each
subproblenwasof sizeat mostonequarterof the original size.)

Oncethe datasetis decomposedhto overlappingsubsetA;; Az i ;A (M - 4is typical),
subtreesare constructedor eachsubsetA;, usingthe chosenbasemethod,andthencombined
usingthe Strict ConsensuMerger[7, 8] to produceatreeonthecombineddataset.



ular sequenceshechoserbasemethod,andastartingtreeT. In [17], theauthorsusedTNT (with
default settings)asthe basemethod,sinceit is the hardesto improve (in comparisonthe PAUP*
implementatiorof the parsimoly ratchet[2] is easierto improve). The Rec- | - DCVB method
producesmallersubproblem®y recursvely applyingthecentroid-edgelecompositioruntil each
subproblenis of sizeat mostk. The subtreesrethencomputedmeiged,andresohed (from the
bottom-up,using randomresolution)to obtaina binary tree on the full dataset.Thesestepsare
repeatedor a speci®ednumberof iterations. Figure 1 demonstratethe signi®cantimprovement
over TNT gainedby emplgying theRec- | - DCMB boosterto the method.
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Figurel: (a)AverageMP scoresof TNT andRec- | - DCM3(TNT) on the EuropearRNA dataset,
given asthe percentagabove the bestscore. Shavn are the datapointsof all ®ve runs of both
methodsindicatedby small symbols. After the fourth hour thereis no overlapof pointsandthe
variancesof both the methodsare low. Note: the vertical rangevariesacrossthe datasets.(b)
AverageMP scoreof TNT andRec- | - DCM3(TNT) ontheRDPII datasetgivenasthepercentage
above the bestscore.Also shavn arethe datapointof all ®ve runsof bothmethodsndicatedby
smallsymbols.Notethatthe variancesarevery low andafterthethird hourthereis no overlapof
points.

4 Parallel Rec-I-DCM3

As describedn section3, Rec- | - DCMB is a divide-and-conquealgorithm, which makesit a
naturalcandidatdor parallelization For the datasetsve experimentedvith (upto 14000taxa),the
problem®ts into memory which simpli®esthe implementation.In Figure2 we presenta typical
problemdecompositionmnducedby Rec- | - DCMB; thedecompositiortontainghe mainproblem,
compositesubproblemgCl, C2) andleaf subproblemgL1- L5).
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Figure2: TheRec- | - DCMB decomposition.

Allen andKennedy [1] discusskey requirementgor high performanceof parallelprograms,
suchasloadbalancingandef®cientcommunicationThenaturalimplementatiorior PRec- | - DCVB
is to usetask-parallelismwith amasterslave model. Themastemodemaintainsa databasef sub-
problems:subproblemsvailablefor solving(“available”), alreadysolvedsubproblemg‘solved”),
andsubproblemgurrentlybeingsolved by a worker (“active”). Duringits lifetime, a subproblem
changesstatesfrom “available” to “active” to “solved”. The mastercoordinateghe distributed
computatiorandensureghatthe systemis in a consistenstatethroughouthe computation.

At thebeginningof aPRec- | - DCVB iteration,themasteperformsaone-level decomposition
of the main problem,usingthe currentguidetree (seeSection3 for detailsregardingthe useof
a guide tree). Among the resultantsubproblemsthere are usually both leaf subproblemsand
compositeones. Next, it dispatcheswvailable subproblemsin decreasingrderof their sizes,to
the idle workers; the rationaleis that the largestsubproblemsvould take longertime to solve.
Oncea problemis dispatchedits stateis changedrom “available” to “active”.

The worker processesvait for subproblemdrom the master If the problemrecevedis a
leaf subproblemthenthe worker invokes a standalonesolver, suchas TNT or PAUP* , andthen
returnsthe resultingsubtreeto the master The solver runswithout a time limit, becausehe leaf
subproblemaresmall (usuallynot exceeding2000taxa). If the problemrecevedis a composite
subproblemtheworker decompose# furtherinto subproblemsilt selectghelargestsubproblem
amongthese performsadditionalwork on it, andthenreturnsthe remainingsubproblemso the
master

Whenthemasterecevesthesolutionfor aleafsubproblemit changeds statefrom “active” to
“solved”. It checkdf all thechildrensubproblemsvith the sameparentasthe currentsubproblem
aresolved;if thisis the casethenit sendsall thechildrensubproblemso aworker for meging.

Whenthemasterecevesthedecompositiof acompositesubproblemit addsall thechildren
subproblemdo the problemdatabasewith the state“available”, and marksthe subproblenkept
by theworker as“active”.

Whenaworkerrecevesacommando mergeacompositesubproblemit recevesthesolutions
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for the children subproblemdrom the masterand appliesthe strict consensusneing [7, 8],
followed by arandomre®nemenbf theresultingtree. Finally, the solutionis sentto the master

Whenall subproblem®f the main problemare solved, the mastermeigesthe their solution
treesthensignalstheworkersto performtherandomre®ningfollowedby theglobalsearclphase.
Theserandomre®nementaredoneindependentlyandusuallyresultin differenttreessinceeach
worker proces$asanindependentandomnumbergeneratarAfter there®nemenphaseworkers
invoke the standalonesolver to computethe parsimory scoreof the entiretree. The time of the
searchis limited to a ®xedvalue(referredto asthe Global Seach Time Limit, or GSTL), whichis
provided at the programlaunch. Thelimit is necessarypecausehe full-size problemis large (up
to 14000taxa). After ®nishingtheglobalsearchphasegachworker sendgheresultanparsimory
scorego themasterwhich,in turn, selectehe minimumscoreandretrievesthecorrespondingree
from theworker. Thistreeis usedastheguidetreefor thefollowing iteration.

A signi®cantadwantageof PRec- | - DCVB over Rec- | - DCMVB is thattheformeris ableto run
severalinstance®f the globalsearchphasen parallel. Theseinstancestartfrom differentpoints
in thetreespace potentiallyleadingto a wider coverageof the treesearchspaceandanalternate
optionfor escapindocal optima.

Thecurrentmasterslave schememplementations aprototype.For verylargedataset$20000+
taxa), the mastercan becomea bottleneck ooded with incomingand outgoingcommunication
traf®c. A distributedmasterschemewill solvethisproblem.An emeging family of globaladdress
languagessuchasCo-Array Fortran[14] or Uni®ed Parallel C [3], might prove ef®cientfor such
animplementatiorbecausé¢hey provide one-sideccommunicatioron thelanguagdevel perfectly
suitedfor thedistributedmasterscheme.

5 Experimental Settingsand Results

Theplatformwe usedfor experimentsvasa clusterof 92 HP zx6000workstationgnterconnected
with Myrinet 2000. Eachworkstationnodecontainswo 900MHz Intel Itanium 2 processorsvith
32KB/256KB/1.5MBof L1/L2/L3 cache, 4GB of RAM, andthe HP zx1 chipset. Eachnodeis
running the Linux operatingsystem(kernel version2.4.18-eplus patches). We usedthe Intel
C/C++compilerversion8.1for Itanium.

WeranbothRec- | - DCM3 andPRec- | - DCVB onthetwo largestdatasetsisedin [17]:

2 EuropeanRNA: a datasetof 11,361 aligned small sulunit ribosomalBacteriaRNA se-
guencegl,360sites)[23].

2 RDPII: a datasetof 13,921aligned 16s ribosomalProteobacteridl®NA sequence$l,359
sites)[10].

We reportthe averageresultsof the methodsover ®ve runson thetwo datasets.

SinceRec- | - DCMB usesstrict consensusnerging with randomre®nementa goodrandom
numbergeneratois essentiato obtaincredibleresults. Eachnodeusedthe UNIX r andomran-
dom numbergeneratorinitialized with a seedreadfrom / dev/ r andomat the beginning of a
run.

We investigatedtwo mainquestions:



1. Whatis the optimal choiceof GSTL and subproblemsize that yields the bestresultsof
Rec- | - DCV3?

2. Using the optimal choiceof parametershowv doesPRec- | - DCMB perform comparedo
Rec- | - DCV3?

To answerthe ®rst questionwe ranRec- | - DCVB onthe EuropearRNA andRDPII datasets
for 13 hours,andrecordedhe averagebestscoresobtainedoy the methodfor varioussubproblem
sizesandGSTLvalues. Tablesl and2 shav theaveragebestscorebtainedy Rec- | - DCM3 on

Table 1: Averagebestscoresobtainedby Rec- | - DCMB on the EuropeanRNA datasetwith
differentGSTL valuesandsubproblensizes.
| Max. SubproblenBizen GSTL || 4min | 8min | 16 min | 32min | 60min |

500 273688| 272326| 272209| 272160| 272163
1000 272865| 272194 | 272158| 272163| 272145
2000 272133| 272127| 272155| 272133| 272138
4000 272151| 272146| 272209| 272154| 272155

Table 2: Averagebestscoresobtainedby Rec- | - DCM3 on the RDPII datasetwith different
GSTL valuesandsubproblernsizes.
| Max. SubproblenBizen GSTL || 4min | 8min | 16min | 32min | 60min |

500 243545| 242005| 241131| 241093| 241088
1000 242529| 241275| 241140| 241069| 241042
2000 241054| 241044 | 241062| 241017| 241068
4000 241135| 241154| 241118 241131| 241097

the EuropearRNA andRDPII datasetsiespectrely. Thetablesshov thatmaximumsubproblem
sizeof 2000taxayieldsthe bestresultson both datasetsyunderthe conditionsof our experiments.
However, a GSTL of 8 minutesgave the bestresultson the EuropearRNA datasetwhile a GSTL
of 32 minutesgave the bestresultsonthe RDPII dataset.

Further we focusedon maximumsubproblensize of 2000taxa,andinvesticatedthe perfor
manceof Rec- | - DCMB for differentvaluesof GSTL for the durationof 13-hourruns. Figures
3 and4 shaw theresults. These®guresshawv thata GSTL of 8 minutesbecomesonsistentlythe
optimalchoiceonthe EuropearRNA datasetfterabout8 hoursand40 minuteswhereaa GSTL
of 32 minutesbecomesgonsistentlythe optimal choiceon the RDPII datasetfter about6 hours
and30 minutes.

Theseresultsdemonstratehat different datasetsnay requiredifferent parametessettingsof
Rec- | - DCMB in orderto achiese the bestperformance.We expectthatthe choiceof thesepa-
rameterslepend®n the quality (in termsof parsimoly scoreandtopology)of thetreeusedasthe
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Figure3: Resultsobtainedby Rec- | - DCVB on the EuropearkRNA datasetwith maximumsub-
problemsizeof 2000taxaanddifferentGSTL valuesfor globalsearch.

startpointin eachiteration,aswell astheevolutionarydiametet of thedatasetWe will investicate
thisin our futurework.

After determiningthe optimal choiceof maximalsubproblensizeandGSTL values,we used
thesevaluesfor PRec- | - DCMB and comparedts performanceo thatof Rec- | - DCVMB under
thesamesettings.Theresultsareshovn in Figuress—8.

To comparethe performanceof PRec- | - DCM3 andRec- | - DCMB, we ranboth methodson
thetwo dataset$or 13 hours,usingamaximalsubproblensizeof 2000taxa,andGSTL valuesof
8 and32 minutesfor the EuropearRNA andRDPII datasetsiespectiely. We plottedthe average
parsimoly scoreobtainedby thetwo methodasa functionof time, andthetopologicaldifference
betweerthe besttreescomputedby the two methodsas computedby the Robinson-Bulds (RF)
metric[15] of topologicaltreedifference We now brie y review the RF metric.

Let T beanunrootedireeleaf-labeledoy a setS of taxa. An edgee = (u;Vv) in T de®nesa
bipartitionof S (the setof all leaveson onesideof the edge,andthe setof all otherleaves). Let
C(T) bethesetof bipartitionsde®nedby all edgesn treeT. The RF measuréetweenwo trees
T andT’ is de®nedas

lC(T)—C(T!)] , |C(T)—C(T)]

RF(T,T/) — [C(D)] > [C(T)]

Figure5 shavs that,on the EuropearRNA datasetPRec- | - DCMB consistentlyoutperforms

Theevolutionarydiameterof a datasets de®nedasthe maximumnumberof changebetweerary two taxain the
dataset.
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Figure4: Resultsobtainedby Rec- | - DCMB on the RDPII datasetwith maximumsubproblem
sizeof 2000taxaanddifferentGSTL valuesfor globalsearch.

Rec- | - DCMVB, with the exceptionof the 2-CPUcase.The ®gure shavs that the bestparsimoly
scorecomputedby Rec- | - DCVB after 6 anda half hoursis computedoy PRec- | - DCMB after
two anda half hoursonly using8 or 16 workers. Further the bestparsimory scorecomputed
by Rec- | - DCMB aftera completerun of 13 hoursis computedoy PRec- | - DCVB (using8 and
16 workers) after only 7 and a half hours. Finally, despitea seeminglysmall differencein the
parsimory scorescomputedby the two methodsafter 13 hours, Figure 6 shaws that the actual
treescomputedby the methodsdiffer in about25% of their internaledges,accordingto the RF
metric. Thisresultsshavs a signi®cantdifferencebetweerthetreescomputedoy thetwo methods
onthe EuropearRNA dataset.

More dramaticimprovementsvere obsered on the RDPII datasetasFigure 7 demonstrates.
Onthisdatasettheperformancef PRec- | - DCMB is consistentlybetterthanthatof Rec- | - DCVB,
regardlessof thenumberof workersusedin thePRec- | - DCMVB implementationThebestperfor
manceof PRec- | - DCVB on this datasets achiezed using8 and 16 worker CPUs,with a slight
edgefor the 8-CPUimplementatiomafter 11 hours. Notice that the bestparsimory scorecom-
putedby Rec- | - DCMB afterthe completerun of 13 hoursis obtainedoy PRec- | - DCVB using8
CPUsafteronly 4 hours.Figure8 demonstratethatthe differencebetweerthe parsimory scores
obtainedby the two methodsafter 13 hourstranslatesnto a 40% differencein the topologies
(speci®cally numbersof internaledges)of the treescomputedoy the two methodsaccordingto
the RF measure.
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Figure5: Resultsobtainedby Rec- | - DCM3 andPRec- | - DCMB onthe EuropearRNA dataset,
with maximumsubproblensizeof 2000taxaandGSTL of 8 minutesfor globalsearchThe1-CPU

curve correspondso theRec- | - DCMB, whereadhe othercurvescorrespondo PRec- | - DCMV3
usingdifferentnumbersof CPUs.

6 Conclusionsand Futur e Work

The Rec- | - DCVB methodof Roshanet al. was the ®rst techniquethat allowed a successful
applicationof parsimoly heuristicswith highaccurag within reasonabléme limits. Nonetheless,
in orderto reconstructwith highaccurag, phylogenetidreesatamuchlargerscale furtherspeed-
up andimprovementsare imperatve. In this paperwe introducedthe ®rst suchimprovement
throughPRec- | - DCVB, a parallelversionof the Rec- | - DCVB method. We implementedand

ran PRec- | - DCMB on two large datasets.The resultsdemonstrate@ signi®cantimprovement
overRec- | - DCMVS.

Directionsfor futurework include:

2 Exploringadistributedmasterscheme.

2 |nvestigatingthedifferencein optimal parametechoiceacrosdifferentdatasets.

Experimentatestingof PRec- | - DCVB onsimulateddatasetsUsingsimulationsallowsfor
investigating the performancef the methodwith respecto the“true” tree,whichis known
in suchstudiegasopposedo realdatasetsin whichthetruetreeis notknown).

Existingimplementationef TNT andPAUP* arelimited to handleupto 16,000-taxonrees.
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Figure6: RF valuesbetweerthe besttreesobtainedby Rec- | - DCVB andPRec- | - DCMB (on8
CPUs)ontheEuropearRNA dataset.

We intendto studythe performancef PRec- | - DCMB on dataset$argerthanthe oneswe
used,oncetoolsthathandlemorethan16,000taxaareavailable.

2 Applicationof Rec- | - DCVB andPRec- | - DCMVB to likelihoodheuristics.
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